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ABSTRACT

Context. Post-facto image restoration techniques are essential for improving the quality of ground-based astronomical observations,
which are affected by atmospheric turbulence. Multi-object, multi-frame blind deconvolution (MOMFBD) methods are widely used in
solar physics to achieve diffraction-limited imaging.

Aims. We present torchmfbd, a new open-source code for MOMFBD that leverages the PyTorch library to provide a flexible,
GPU-accelerated framework for image restoration. The code is designed to handle spatially variant point spread functions (PSFs) and
includes advanced regularization techniques.

Methods. The code implements the MOMFBD method using a maximum a posteriori estimation framework. It supports both
wavefront-based and data-driven PSF parameterizations, including a novel experimental approach using nonnegative matrix factor-
ization. Regularization techniques, such as smoothness and sparsity constraints, can be incorporated to stabilize the solution. The code
also supports dividing large fields of view into patches and includes tools for apodization and destretching. The code architecture is
designed to become a flexible platform over which new reconstruction and regularization methods can also be straightforwardly imple-
mented.

Results. We demonstrate the capabilities of torchmfbd on real solar observations, showing its ability to produce high-quality
reconstructions efficiently. The GPU acceleration significantly reduces computation time, making the code suitable for large datasets.

Key words. methods: data analysis — methods: numerical — techniques: image processing

1. Introduction

The energy injected by the Sun into the Earth’s atmosphere
is responsible for the presence of turbulence. Eddies of differ-
ent scales at different heights in the atmosphere are responsible
for the creation of refractive index fluctuations that affect the
propagation of light. When carrying out astronomical observa-
tions from Earth, these fluctuations produce perturbations in the
wavefront, which produce aberrations both of low order (e.g.,
responsible for tip-tilt, defocus, and astigmatism) and high order
(responsible for a significant decrease in contrast).

The turbulence close to the aperture of the telescope (the
so-called low-altitude seeing) is responsible for global aberra-
tions that affect the entire field of view (FoV). These aberrations
are routinely partially corrected at the telescope using adaptive
optics (AO) systems that measure the wavefront distortion and
apply a correction to a deformable mirror. If done with sufficient
speed, the correction can significantly improve the image quality.
Currently, more than 25% of the observations in some large-
aperture telescopes, such as Keck and VLT, use an AO device
(Rigaut 2015). Almost all ground-based high-resolution solar
telescopes are equipped with AO systems so that, practically, the
totality of the solar observations are done with AO. Observations
without AO are only done for specific purposes, such as off-limb
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observations, for which measuring the wavefront is not possi-
ble or is very challenging. However, even in this case, current
advances look very promising. In fact, solar observatories have
pioneered the development of low-altitude AO systems for visi-
ble and near-ultraviolet wavelengths, which are more challenging
than in red or infrared wavelengths. The Swedish 1m Solar Tele-
scope (SST; Scharmer et al. 2003; Scharmer et al. 2024) at the
Observatorio del Roque de los Muchachos (Spain) is a case of
success. Newer solar telescopes, such as the GREGOR telescope
(Schmidt et al. 2012; Kleint et al. 2020) at the Observatorio del
Teide (Spain), the Goode Solar Telescope (GST; Cao et al. 2010)
at the Big Bear Observatory (USA), the New Vacuum Solar
Telescope (NVST; Liu et al. 2014) at the Fuxian Solar Observa-
tory (China), and the Daniel K. Inouye Solar Telescope (DKIST;
Rimmele et al. 2020) at Haleakala (USA), are also equipped with
AO systems.

When turbulence in high layers is significant, the isopla-
natic patch (the region in the sky where turbulence can be
assumed to be spatially homogeneous) becomes smaller, and
it becomes impossible to correct the wavefront for the entire
FoV with a single deformable mirror. In this case, one needs to
rely on multi-conjugate adaptive optics (MCAO) systems, which
use several deformable mirrors conjugated to different layers in
the atmosphere. Such systems are still in their infancy in solar
observations.

Even with the best AO systems, the correction is not per-
fect. The residual wavefront error is still significant and limits
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the spatial resolution and the contrast of the observations. For
this reason, post-facto image restoration techniques are used to
push the observations to the limit and correct the residual wave-
front error. These methods are based on the assumption that the
object is constant across a set of short-exposure images and that
the turbulence is frozen during the exposure time of each image.

The first methods were applied to solar observations before
solar telescopes were equipped with AQO. Speckle methods
(Labeyrie 1970; von der Lithe 1993) reply on knowledge of
the statistics of atmospheric turbulence and therefore require
a dataset that represents a statistically relevant sample of the
atmosphere, usually approximately 100 exposures, to correctly
compensate for the attenuation of the power spectrum. For this
reason, speckle methods are less straightforward for data from
modern telescopes, as AO correction modifies the statistics.
Speckle methods are still used, for example, for data from GRE-
GOR and DKIST (Rimmele et al. 2020) but require difficult
calibrations to produce correct outputs (Fitzgerald & Graham
2006).

Another class of methods is based on fitting a model of
the image formation process to the data. Both the object and
the aberrations from turbulence are estimated jointly by maxi-
mizing the likelihood of the observations under the assumption
of Gaussian or Poisson noise. The first such method was the
phase-diversity (PD) technique (Gonsalves 1982; Paxman et al.
1992a,b), which makes use of images that are nominally in focus,
together with co-temporal images with known added aberrations
(commonly just defocus). The PD technique was developed for
solar observations by Lofdahl & Scharmer (1994). The more
general multi-object, multi-frame blind deconvolution technique
(MOMFBD; Lofdahl 2002; van Noort et al. 2005)! can handle a
variety of data collection schemes. It uses several short-exposure
images of different objects to produce improved images. All
objects (usually the same solar region observed, for example, in
different wavelengths within a spectral line) should be observed
strictly simultaneously, so that they are affected by exactly the
same turbulence. Phase-diversity (PD) with two images is used
in the data from the Imaging Magnetometer eXperiment (IMaX;
Martinez Pillet et al. 2011) during the first and second flights of
the Sunrise balloon-borne telescope (Barthol et al. 2008), and
in the Tunable Magnetograph (TuMag; del Toro Iniesta et al.
2025) during the third flight of Sunrise (Korpi-Lagg et al. 2025).
MOMEFBD is routinely used with and without PD for the data
from the CRisp Imaging Spectropolarimeter (CRISP; Scharmer
2006; Scharmer et al. 2008) and CHROMospheric Imaging
Spectrometer (CHROMIS; Scharmer 2017) of the SST through
its data processing pipeline SSTRED (de la Cruz Rodriguez et al.
2015; Lofdahl et al. 2021).

Applying MOMFBD to large FoVs is computationally
expensive because of the presence of high-altitude seeing. The
wavefront and the ensuing point spread function (PSF) change
on scales of a few arcseconds and become spatially variant.
The computational cost of applying a per-pixel spatially variant
PSF to an image is O(N*) (see Sect. 2.2) for an image of size
N X N. In contrast, using the Fourier transform to apply a spa-
tially invariant PSF is only O(N?log N). Given the prohibitive
computational effort required for large images, current methods
rely on the overlap-add (OLA) method, which requires dividing

' In order to avoid confusion between algorithm and implementation,
we write MOMFBD when referring to the code that is widely used for solar
image restoration with the MOMFBD algorithm. This is the original
C++ code by van Noort et al. (2005) and the version thereof maintained
by T. Hillberg in Stockholm (Lofdahl et al. 2021).

A269, page 2 of 15

the image into sufficiently small overlapping patches (we often
use the term “patchify” for this purpose), reconstructing each
patch independently under the assumption of a spatially invari-
ant PSF, and finally merging all patches together as a mosaic.
The merging must be applied with care to avoid artifacts, but the
process can be tuned to produce excellent results.

In this work, we present a new code, torchmfbd, that
implements the MOMFBD method, using the automatic differ-
entiation PyTorch library. The code is designed to be flexible,
easy to use, and fast. It is able to handle spatially variant PSFs
using patches or, alternatively, using an experimental method
based on the linear expansion of the PSF in a suitable basis. It
also includes several regularization techniques that can be easily
switched on and off. Thanks to the use of PyTorch, the code
is able to run on Graphics Processing Units (GPUs), leading
to a significant reduction in the computing time. Additionally,
thanks to its modular design, new reconstruction methods and/or
regularization techniques can be easily implemented. The code
is open-source and available online with a very permissive
license.

2. The inverse problem
2.1. Maximum a posteriori estimation

Consider a scenario where J short-exposure observations of
K co-spatial objects (e.g., monochromatic images of the same
region at different wavelengths) are observed simultaneously
with a ground-based instrument. All observations are, conse-
quently, affected by the presence of turbulence in the Earth’s
atmosphere. If the objects are observed strictly simultaneously,
they are affected by exactly the same atmospheric disturbances.
Additionally, if the exposure time of each observed frame is
shorter than the evolution time of the atmosphere (typically on
the order of milliseconds), we can safely assume that the atmo-
sphere remains “frozen” during this time. Furthermore, if the
total observation period is shorter than the evolution timescales
of the object, it is reasonable to consider that the object remains
unchanged inside the burst of J frames.

From a formal point of view, the observed image i;, for
each object k = 1,...,K at frame j = 1,...,J and for diversity
channel p = 1,..., P can be approximated, using the following
generative model for additive noise:

ijp = for, Skjp}) + nijp, (D

where sy, represents the state of the atmosphere at time j at the
wavelength of object k and for the diversity channel p, oy rep-
resents the object k outside of the Earth’s atmosphere, and ny,
is a noise term. The function f(x) encodes the image formation,
taking as input the object and the atmospheric state and produc-
ing the observed image. Different image formation models are
discussed in the following sections. Following van Noort et al.
(2005), we condensed the j and p indices into only one, not-
ing that then j = 1,..., JP and that s;; must include the known
diversity for channel p.

The solution to the MOMFBD problem boils down to infer-
ring true objects 0 = {ox}k=1, x and atmospheric states s =
{skj}j=1,..7%=1,..x directly from the observed images i;. This
is typically achieved by maximizing the posterior distribution
of these observations under the specific noise assumptions.
The assumption of uncorrelated Gaussian statistics leads to a
Gaussian log-likelihood, so that the (negative) log-posterior is
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given by

L(0.8) = > i [l — Fow sib|| + AR, 9), @)

kjx

where the summation is carried out over all objects, frames,
and pixels (parameterized by the position vector r). The maxi-
mization of the log-posterior is equivalent to the minimization
of the previous loss function. This loss function is approxi-
mately valid in the solar case due to the large number of photons
involved and the use of pixelated cameras with negligible cross-
talk between pixels. Adding the cross-talk effect (produced by a
potential charge diffusion among pixels) is trivial by including a
covariance matrix. In cases of low illumination, the multiplica-
tive character of noise needs to be taken into account, so that the
log-likelihood is simply given by a Poisson distribution.

The term R(o, s) is a regularization term that comes directly
from the log-prior distribution. It can be designed to enforce
certain properties of the true objects or the instantaneous atmo-
spheric states. The hyperparameters y;; and § need to be tuned
for optimal performance. The terms y;; represent weights that
are often set inversely proportional to the noise variance (images
with large amounts of noise contribute less during the optimiza-
tion). The term B is the hyperparameter that controls the trade-off
between the likelihood and the prior.

2.2. Image formation

When dealing with a complex optical system whose PSF varies
across space, calculating the intensity at each pixel in the image
plane involves integrating the product of the PSF at the pixel and
the image over the extension of the PSF. Formally, this can be
represented by the following integral equation:

i(r) = fo(r’)s(r, r—r’)dr, 3)

where i(r) is the intensity at a given image plane pixel defined by
r = (x,y), o(r’) is the object’s intensity before interaction with
the optical system, evaluated at coordinates r’ = (x’,y’) in the
plane of the source, and s(r,r — r’) represents the PSF at loca-
tion r as a function of the coordinates r’ centered at the pixel
of interest r. Making explicit the coordinates and transforming
to discrete summations in a pixelated detector of size N X N,
Eq. (3) can be written as

N N
iy = ) > oyt y x =Xy = ). @)

x=1y'=1

Therefore, calculating the intensity at all points requires a com-
putational complexity of O(N*), as a double summation over the
image pixels needs to be carried out for all N X N pixel loca-
tions. This ends up being impractically slow as images grow
larger.

2.2.1. Spatially invariant convolution

A major simplification occurs when one can assume that the PSF
is spatially invariant, so that it does not change across a certain
FoV. Under this condition, s(r,r — r’) does not depend explicitly
on r, and the equality s(r,r —r’) = s(r — r’) holds. This allows

the use of the convolution theorem to compute the intensity at
each pixel much more efficiently:

i(r) = o(r) * s(r). (%)

Using this property, the generative model in Eq. (1) can be
rewritten as

ikj = Ok * Skj + Ngj. (6)

From a computational standpoint, the spatial invariance signifi-
cantly reduces the complexity. The fast Fourier transform (FFT)
algorithm can be used to compute the convolution with just three
FFT operations. The total computing time therefore scales as
O(N?1og N) due to the logarithmic scaling of FFTs. This is the
fundamental assumption behind the majority of image deconvo-
lution codes that deal with large images, specifically the MOMFBD
code. In this case, the loss function can be written as

L(o,s) = Z Vij ||ikj — O * SijZ + BR(0,s). @)

k,j,r

Transforming the convolution into the Fourier domain, it can be
rewritten as

LO,8) = )" yis [l - 0S| + BRO,9), ®)

k,ju

where the capital letters denote the Fourier transforms of the
corresponding lowercase variables, i.e., Iy; = ¥ (ix;), and the
summation over pixels is now carried out in the Fourier plane.
The regularization term can be computed either in the Fourier or
the real domain, as needed.

The simultaneous minimization of L(O, S) defined in Eq. (8)
with respect to the object (O) and the atmospheric state (S)
constitutes a non-convex optimization problem. While gradient-
based methods within automatic differentiation frameworks,
such as PyTorch (as employed by torchmfbd), offer a means for
the simultaneous optimization in the general case, it is relevant to
explore the alternative approach based on alternating optimiza-
tion, also known as block coordinate descent (see, e.g., Bezdek
& Hathaway 2003). This method involves iteratively solving the
following two optimization subproblems:

ok+h = argénin L(0,S®), )

S®D = arg min LIO**D, S). (10)
s

Algorithmically, this entails fixing one set of parameters and
optimizing the loss with respect to the other set of parame-
ters. Specifically, given the current estimate of the atmospheric
states S® at iteration k, we optimized for the object parame-
ters O, which was updated to O**!. Subsequently, using the
updated object parameters O**1, we optimized for the atmo-
spheric states S that become S**!. This iterative procedure was
repeated until a chosen convergence criterion was met.

The alternating optimization scheme is relevant in the spe-
cific case of adding no regularization to the objects, i.e.,
R(O,S) = R(S). In such a case, the solution to the subproblem
Eq. (9) can be obtained analytically (Paxman et al. 1992a), and
it is given by a Wiener filter (Wiener 1949):

o ZivlySyy
X vSkSE + SalSo’

Ok (11)
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where S, is the power spectral density (PSD) of the noise and S o
is an estimation of the PSD of the object (the simplest possible
Wiener filter assumes S ,,/S o = C, with C a constant). In their PD
algorithm, Lofdahl & Scharmer (1994) used a similar approach,
but the noise is regularized by an optimized low-pass Fourier
filter H, (see Sect. 4.1.1 for details), instead of a Wiener filter:

2 YeilkiSy;

Oy = Hi=—" "4
2SS

(12)

These estimations of the objects can be then plugged back
into the loss function, which, after some algebra, can be approx-
imated to?

2
2 i vkl Sk
2 3 YkjlpP ki
LS ~ D11 vl - | - | : (13)
ku | vk Skl +SalSo
or, when considering a low-pass Fourier filter, to
. 2
|Zj7kjlkjskj|
— (14)

L) ~ Z Z)’kj |1kj|2 - Hy
j

ku | 7 2 Ykj |Skj|2 .

These loss functions do not explicitly depend on the object (for
the filters considered in Sect. 4.1.1). The equivalent loss func-
tion for multiple frames is used in the MFBD (multi-frame
blind deconvolution, equivalent to MOMFBD when K = 1) and
MOMEBD algorithms of Léfdahl (2002) and van Noort et al.
(2005), and now also in torchmfbd.

2.2.2. Spatially variant convolution

If the PSF is not spatially invariant, the convolution operation
needs to be carried out explicitly. However, huge time sav-
ings can still be obtained if we assume that the PSF can be
expanded linearly into a set of basis functions from a predefined
dictionary:

M

SOy Xy = ) a1 eix ),

i=1

(15)

The dictionary is composed of the functions ¢;(x,y) for i =
1,..., M, which are the same for all pixels in the image plane.
These functions, although they do not need to be orthogonal,
should be efficient at representing the possible PSFs, so that M
can be set as low as possible. The coordinate-dependent coef-
ficients a;(x’,y’) encode the amplitude of each element of the
dictionary for the spatially variant PSF.

The reconstruction allows the a; coefficients to redistribute
energy between PSFs located at different pixels. This can cause
spurious intensity variations over the FoV. Lofdahl (2007) per-
formed spatially variant deconvolution with PSFs defined on a
grid and expanded in principal components, with “coefficient
surfaces” based on interpolation between the grid points. He
had this problem due to truncation of the expansion and inter-
polation between the grid points, neither of which preserved the
energy. He solved this by enforcing upon the coefficient surfaces
a normalization of the PSF energies. We also did this by making
sure that the basis functions ¢;(x, y) integrated to unity and that

2 These approximations require S,/S, to be small and/or H,f = H,.
Both are approximately true in almost all cases.

A269, page 4 of 15

>.;a; = 1 for each pixel (x’, y"). By introducing this expansion in
Eq. (4), we find

M 00 [oe]
CIEDY f f o,y )ai(x Y )gi(x = ¥,y =y )dx'dy,
i=] YT
(16)

which can be rewritten as

M
i) = ) (0a;) * i(x, ). (17

i=1

This equation shows that the intensity at each pixel can be com-
puted as a linear expansion, where each term is the convolution
of the product of the object with the coordinate-dependent coef-
ficients a;(u,v) and the functions ¢;(x,y), which are common
for all pixels. The computational complexity of this operation
is O(N’M log N), which is small if M is relatively small. The
generative model in Eq. (1) can thus be rewritten as

M
Ikj = Z(Okaikj) * @i + Nij, (18)

i=1

where a;; is the image with the i-th expansion coefficients for
the j-th frame of the k-th object. In the case of a spatially
invariant PSF, all a;; are constant and, using properties of the
convolution integral, the generative model turns into a simple
weighted sum of the convolution of the object with the elements
of the dictionary:

M
ixj = Z A0k * @) + Ny, (19)
i=1

For the spatially variant PSF, the log-posterior turns out to
be written as

2

+ BR(0,s). (20)

M
L(o,s) = Z?’kj ixj — Z(Okaikj) * @
i=1

k,jr

Transforming the convolution into the Fourier domain, the log-
posterior can be rewritten as

M
Ij — Z Oi;®;
i=1

where @; are the Fourier transforms of the ¢;(x, y) functions, and
Oix j = ¥ (orai;). Since no obvious analytical solution exists in
general for the objects, one needs to optimize the loss function
simultaneously with respect to the objects and the atmospheric
states. On the contrary, in the specific case of a spatially invari-
ant PSF, the loss function can again be solved analytically as in
Eq. (11), but making the formal substitution, S;; — Zf‘;’ | ik jPi-
The normalization of the PSF energies imposed here is not
strictly appropriate because of the spatially varying tip-tilt com-
ponents of anisoplanatism, corresponding to a varying image
scale over the FoV (see van Noort 2017, for a discussion). This
means that, for spatially variant deconvolution, the PSF normal-
ization would also have to vary over the FoV. However, we did
not work out how to do this properly. Nevertheless, some nor-
malization is necessary, and we find that the one we use appears
to work for our current data. Destretching the raw data should

2

L©O,8)= ) vy

k.ju

+ BR(O,S), 21
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help, but we note that Loéfdahl (2007) did not destretch his raw
data and still successfully used PSFs normalized to unit energy.
Finding a more appropriate normalization will likely be more
important when dealing with larger datasets and more severe
anisoplanatism.

3. PSF parameterization

We considered two different ways of parameterizing the PSF.
The first one is based on the wavefront at the aperture of the
telescope, and the second one is based on an experimental linear
expansion of the PSF in a suitable basis. The two methods have
their advantages and disadvantages, and the choice of one or the
other depends on the specific application.

3.1. Wavefronts

The standard approach in solar applications of MOMFBD is to
parameterize the PSF directly from the wavefront at the aper-
ture of the telescope. This is of special interest in the case of
spatially invariant PSFs. To this end, we defined the generalized
pupil function Py; for the observation of frame j and object k as
Pij(¥) = Au(v) exp |iggi;(v)| (22)
where v represents the coordinates on the pupil plane, Ax(V) is
the mask of the telescope aperture (that can potentially include
the shadow of a secondary mirror and its mounting on the pri-
mary mirror) assumed to be unity inside the aperture of the
telescope and zero outside, and i refers to the imaginary unit
number. The phase of the generalized pupil function is given by
the wavefront ¢ ;, which we make explicit in the following. The
PSF can be obtained from the autocorrelation of the generalized
pupil function as follows:
sej = 1 (Pl (23)

The wavefronts are typically parameterized through suit-
able orthogonal basis functions. torchmfbd considers both the
Zernike functions and the Karhunen—-Loeve (KL) basis. The KL
basis is the optimal set of basis functions for atmospheric tur-
bulence because it is statistically independent for Kolmogorov
turbulence. It can be constructed by diagonalization of the
Zernike covariance matrix (see Roddier 1990; Asensio Ramos
& Olspert 2021). Zernike modes, although not adapted to atmo-
spheric turbulence, may offer advantages for describing optical
aberrations. The wavefront can be expressed (in this case using
the KL modes, but the same applies with the Zernike modes) as

M
Pij(v) = )" KL/ A,
i=1

(24)

where M is the number of basis functions and a; is the coeffi-
cient associated with the basis function KL; of the j-th observed
frame. The normalization by the wavelength (1;) in the linear
expansion is used so the expansion is the same for objects with
different wavelengths (van Noort et al. 2005).

The expansion in terms of wavefront modes has several
interesting properties. First, it is very compact. Second, PSFs
obtained from the wavefront expansion are automatically non-
negative and have a compact support, physical constraints that
are important to fulfill. Finally, low-order modes have well-
known physical meaning (e.g., tip-tilt, defocus, and astigmatism)

Table 1. Considered instrumental configurations.

Instrument/ D D, Pixel A Label
Telescope [m] [m] [arcsec] [A]
CRISP/SST 1.0 - 0.059 8542 CanIR
CHROMIS/SST 1.0 - 0.038 3934 CamnK
HiFI/GREGOR 144 04 0.02761 4307 G-band
HiFI/GREGOR 144 04 0.04979 7058 TiO
HiFI/GREGOR 144 04 0.02489 3968 CanH
IMaX/Sunrise 1.0 - 0.055 5250 Fe1

and are mainly responsible for the image quality. For this rea-
son, correcting only a few tens of low-order modes produces
visually appealing results. High-order modes contribute more to
decreasing the contrast of the observations due to the so-called
stray light and correcting for them is more challenging. Scharmer
et al. (2010) and Lofdahl & Hillberg (2022) have demonstrated
that compensating for the high-order modes in a statistical sense
largely removes the dominant source of spatial stray light in SST
data.

The main disadvantage of the wavefront expansion is that
the relation between the wavefront and the PSF is nonlinear,
with ambiguities and quasi-ambiguities present in the relation.
In particular, the PSF is invariant when all even modes of a
wavefront change sign. Additionally, indistinguishable PSFs dur-
ing the reconstruction of extended objects can be obtained with
very different wavefront coefficients, especially when high-order
modes are involved. As a consequence, the wavefront recon-
struction is, in general, not a very well-posed problem. The
appearance of ambiguous solutions can be partially solved by
using regularization techniques. Some of them are discussed in
Sect. 4.

3.2. PSF

Given the ambiguity issues of describing the PSF via the wave-
front expansion, we also considered the direct linear expansion
of the PSF, as described in Eq. (15). This expansion can be used
for both spatially invariant and spatially variant PSFs. It needs
to fulfill three key properties. First, it should use as few modes
M as possible to represent the PSF. Given that the computational
cost of the convolution operation linearly scales with M, having a
compact and efficient representation is crucial. Second, the PSF
expansion needs to fulfill the non-negativity of the PSF. Finally,
as described above, the PSFs need to be properly normalized in
order to avoid energy leakage.

Although analytical linear expansions for the PSF do exist
(Asensio Ramos & Loépez Ariste 2010), we explored the genera-
tion of data-driven dictionaries. Data-driven dictionaries provide
a more compact representation of the PSF, thus potentially
reducing the value of M. To this end, we generated a database
of 5000 PSFs of size 128x128 pixels. We built the data matrix
X by stacking all PSF images vectorized into vectors of length
1282. The ensuing matrix is of size n X m, with n = 5000 and
m = 1282, The PSFs depend on the wavelength, pixel size, and
specific aperture of the telescope (diameter of the primary and
secondary mirror and, eventually, the presence of a spider), so
that a different dictionary is needed for every combination of
telescope and instrument. The configurations considered in this
paper are displayed in Table 1. The PSFs were obtained by
randomly generating wavefronts with Kolmogorov turbulence
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according to Roddier (1990). The Fried radius (rg) of each PSF
was extracted randomly between 5 and 30 cm. Values of ry above
40 cm produce PSFs very close to diffraction, at least for the
range of diameters considered in this work. Values of ry below
5 cm were discarded because the quality of the observations was
very poor. From experience at telescopes such as the SST, no
post-facto reconstruction was applied for observations with so
small ry. We verified that 128x128 pixels were enough to cap-
ture the support of all considered PSFs. Finally, we verified that
adding tip-tilts to the PSFs produces very inefficient dictionaries
due to the large displacements, and it requires many more modes
to achieve the same accuracy. As a consequence, we preferred to
set them to zero while generating the PSFs and took care of tip-
tilt during the optimization by locally shifting the objects using
optical flows and bilinear interpolation.

We propose using the nonnegative matrix factorization
(NMF; Lee & Seung 1999) algorithm® to compute the dictio-
nary. The resulting dictionary is not orthogonal, is less efficient
in reproducing the PSFs than other options such as the principal
component analysis decomposition (PCA), and is slightly more
time-consuming than other decompositions. However, it natu-
rally enforces the non-negativity of the PSFs, a property that
turns out to be crucial. The data matrix X is decomposed as the
product of two nonnegative matrices:
X ~ PW, (25
where P is the n X M matrix with the nonnegative expansion
coefficients, while W is the M X m matrix with the nonnega-
tive dictionary. The NMF algorithm requires that the number of
components M be defined a priori for the reconstruction. Since
the dictionary is non-orthogonal, an arbitrary PSF can then be
decomposed, using the W dictionary by solving a nonnegative
least squares problem. Likewise, a physical PSF can be obtained
by linearly combining the columns of W with nonnegative
weights. It is also a well-known fact of the NMF decomposi-
tion that the matrices W and P are often sparse, with most of the
elements being very close to zero. This can potentially be used
in the future to optimize the PSF generation.

Figure 1 shows the first 100 basis functions of the NMF dic-
tionary for the CRISP instrument at 8542 A. The number of
components M in this case is fixed to 150. The NMF dictionary
is very sparse, with most of the basis functions showing a sin-
gle peak or only a handful of them located at different positions.
These peaks are used to represent the position of the speckles in
the PSFs. Likewise, Fig. 2 shows the reconstruction of PSFs for
the CRISP instrument at 8542 A with different values of ry using
the NMF dictionaries with increasingly larger values of M. For
large ry, with more compact PSFs, the reconstructions are excel-
lent, even using r = 50. For ry = 5 cm, the reconstructions suffer
even with » = 250, and only the central part of the PSF is cor-
rectly recovered. We conclude that, for ry > 15 cm, the general
shape of the PSF is correctly recovered with M between 150 and
250. This is quantified in terms of the structural similarity index
(Wang et al. 2004) between the reconstruction and the original
PSF.

4. Regularization

The solution of the blind deconvolution problem is often plagued
with artifacts. The information of high spatial frequencies in the
object is partially or totally lost due to the presence of noise in

3 We use scikit-learn to compute the NMF decomposition.
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Fig. 1. Basis functions of the NMF dictionary for the CRISP instrument
at 8542 A. The first 100 basis functions, out of a total of 150, are shown.
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Fig. 2. Reconstruction of PSFs with different values of ry using the
NMF dictionary for the CRISP instrument at 8542 A. The PSF is shown
in the rightmost column, while the NMF reconstructions with different
values of M are shown in the other columns.

the observations. Multi-frame methods recover the high spatial
frequencies to a limited extent by combining frames that sam-
ple different Fourier frequencies thanks to the variability of the
atmospheric conditions and the noise. However, regularization
techniques are often required to stabilize the solution and reduce
the presence of artifacts. torchmfbd includes flexible interfaces
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to use one or many of the regularization techniques described in
the following or to code new ones.

Regularization methods are split into two categories: implicit
and explicit regularization. Implicit regularization techniques are
those that are applied during the optimization process and cannot
be translated into a regularization term R in the loss function.
Explicit regularization techniques appear directly as a penalty
term R.

4.1. Implicit regularizations
4.1.1. Fourier filtering

As mentioned in Sect. 2.2.1, one of the most useful implicit reg-
ularization methods is the multiplication of the estimation of the
object at each iterative step with a low-pass filter in the Fourier
domain. Two options are currently available in torchmfbd. The
first one is a top-hat filter that sets H; = 0 for frequencies (in
units of the diffraction limit of the telescope) above a certain
upper cutoff (f,) and H; = 1 for frequencies below a lower cutoff
(f1). Between f; and f,, the filter introduces a smooth transi-
tion with a cosine function. Typical values giving good results
lie around f; = 0.7-0.9, with f, ~ f; + 0.05, although this criti-
cally depends on the noise properties of the observations and the
amount of observed frames.

A second more refined version of the Fourier filter is the
one introduced by Lofdahl & Scharmer (1994), which can only
be applied in the case of a spatially invariant PSF because it is
computed with the following expression:

5150

H=1-—0—,
|Zj ijSkj|2

(26)

which depends on the PSFs and the observed frames. Follow-
ing the suggestions proposed by Lofdahl & Scharmer (1994),
all locations with H; < 0.2 were set to zero and all values with
H; > 1 were set to one. As a final step, the filter was smoothed
with a median filter with a window of 3 x 3, and all remaining
peaks that were not connected with the peak at zero frequency
were annihilated.

4.1.2. Complexity scheduling

The optimization of the loss function can be very challenging
when the PSF is highly complex. It is a good practice, as is
already implemented in MOMFBD, to start the optimization with
a very simple PSF and then gradually increase the complexity
of the PSF. We do this by using an annealing schedule in the
optimization process, which adds more modes to the wavefront
or PSF expansions as the optimization progresses. In the case of
the wavefront expansion, we always start with tip and tilt modes,
and then gradually increase the complexity. The schedule can
follow a linear or sigmoidal increase. We have verified that this
scheduling is very useful to avoid local minima and to stabilize
the optimization process.

4.2. Explicit regularizations

4.2.1. Smoothness

When deconvolving noisy images, the inferred object tends to
contain spatially correlated noise. One way of reducing the
amount of noise is by explicitly imposing smoothness on the

object using a Tikhonov regularization (also known as ¢, reg-
ularization) for the spatial gradients:

Ry(0,5) = A, Y IIVoxlP. 27)
k

In the case of the spatially variant PSF, the smoothness can also
be imposed on the PSFs:

R.(0.8) = A, ) |[Vau[*

ik,j

(28)

This formulation involves the introduction of new hyperparame-
ters 4, and A, which need to be tuned for optimal performance.

4.2.2. Sparsity

Another successful and recent regularization technique is the
imposition of sparsity on the object (see, e.g., Candes et al.
2006). This can be done by using the £; norm of the object in
an appropriate basis:

Ry(0,5) = Ay )" IT(0)ll1, (29)
k

where T is a transformation that maps the object into a sparse
domain. The most common choice is the wavelet transform,
which is known to produce sparse representations of the object.
Currently, the code offers the use of the isotropic undecimated
wavelet transform (IUWT; Starck & Murtagh 1994; Starck et al.
2007), although adding other transforms is straightforward and
will be done in subsequent versions of torchmfbd. The [TUWT
is a redundant wavelet transform that is computed by applying a
series of low-pass and high-pass filters to the image, producing a
multiscale representation of the image. The IUWT is invertible,
so that the original image can be reconstructed from the wavelet
coefficients. The hyperparameter 1, needs to be tuned to obtain
the best results.

5. torchmfbd
5.1. Destretching

High-altitude turbulence produces large spatial-scale tip-tilts that
vary across the FoV and change from one frame to the next.
Since our PSF parameterizations assumed a fixed image scale in
the spatial domain, we needed a way to reduce these variations.
For this reason, torchmfbd implemented a destretching process
applied to the observed frames before the reconstruction. Local
tip-tilts were dampened, and the image scale was made more uni-
form, especially along the temporal dimension. As this process
aligned images with aberrations of higher order than tip and tilt,
some of which may cause image displacement, tip-tilt modes
were still inferred during the reconstruction to account for any
residual local tip-tilt among the observed frames. This strategy
differs from the estimation of the original tip-tilt components
carried out in the MOMFBD code, as explained in van Noort et al.
(2005).

The destretching proceeds by selecting a frame as a reference
and estimating the optical flow (essentially the local tip-tilts)
between the reference frame and the rest of the frames. The
estimation was carried out by optimizing a loss function
computed from the modified correlation coefficient of
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Evangelidis & Psarakis (2008) using the Adam optimizer
(Kingma & Ba 2014). In order to reduce the number of
unknowns, the optical flow was defined in a coarse grid of
Nopt X Nope pixels (which can potentially be equal to the size
of the frames) and then bilinearly interpolated (if needed) to
the original frame size. The correlation coefficient was sup-
plemented with a regularization term that penalizes unsmooth
estimations of the tip-tilt, similar to those described in Eq. (27).
Destretching is not perfect, but any remaining tip-tilt was
corrected later during the reconstruction process.

The current destretching strategy can be improved. Currently,
it locks in the geometry and varying image scale of the reference
frame. Modifying the destretching procedure to stretch all frames
to an average geometry would be preferable for larger datasets,
where the stretching can be expected to average toward the true
geometry. For the small datasets used here, with all frames col-
lected within a small fraction of a second, it is not likely to make
any significant difference. Destretching is a resampling opera-
tion and hence modifies the noise in the raw frames. We do not
see any significant problems with this, other than that it has to be
taken into account when constructing the noise filters.

5.2. Division in patches and apodization

For cases in which the isoplanatic patch is smaller than the FoV,
the observations need to be divided into patches so that the PSF
can be assumed to be constant in each one. Deconvolved patches
can later be merged together or mosaicked to produce the final
image. To this end, torchmfbd provides tools to easily carry out
the division into patches and merging them together to form a
mosaicked image. One only needs to select the size of the patch
and the overlap between patches, and torchmfbd will compute
the number of patches automatically. The merging is carried
out by averaging all patches, taking into account the overlap
and using different weighting schemes. The simplest approach
is to average all patches with the same weight, which produces
some artifacts in some cases. A more sophisticated approach is to
use a Gaussian weighting starting from the center of each patch
with a user-provided standard deviation. In our experience, the
best visual results are obtained using a cosine apodization that
smoothly reduces the weight of the patches toward the border
with adjustable transitions.

Given that solar images and/or patches are not periodic in
general, apodization is needed to compute all Fourier transforms
and reduce the appearance of wrap-around artifacts. We used a
modified Hanning window* to apodize the patches, which turns
out to be a good compromise between reducing the artifacts pro-
duced by the Fourier transform and preserving the information in
the images. The width of the apodization border is set by the user.
Before applying the apodization window, we subtracted the mean
of the patch, which was then added back after the apodization.
A more sophisticated approach, available in MOMFBD, consists
of subtracting a linear gradient in the image (von der Luhe &
Dunn 1987). This reduces the wrap-around artifacts when strong
brightness gradients are present, of special relevance close to
active regions. torchmfbd also includes this option. In case
patches are used, the overlapping is suggested to be larger than
twice the apodization border to reduce its impact on the final
reconstruction.

4 A top hat window with a value of unity and a cosine transition to zero
on the borders.
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5.3. Optimization and paralellization

The optimization of the loss function proceeds by using the
Adam optimizer (Kingma & Ba 2014) and making use of the
automatic differentiation capabilities of PyTorch (Paszke et al.
2019). Other optimizers can be used in torchmfbd straightfor-
wardly. If available, all operations are offloaded to a GPU, which
can speed up the optimization process by a large margin.

torchmfbd can work in different modes. The user can opti-
mize the loss function of Eq. (8), in which both the object and
the atmospheric states are inferred jointly. This option is not cur-
rently encouraged and is left as an option for the development of
future methods in which additional regularization on the object
is needed. More efficient is the option of optimizing the losses of
Eq. (13) or Eq. (14), which do not explicitly depend on the object,
in parallel to what MOMFBD does. All calculations displayed in
this paper have been obtained by optimizing the loss of Eq. (13).
The optimization of Eq. (14) with the Fourier filter of Eq. (26)
requires backpropagation through non-differentiable operations
as described in Sect. 4.1.1. For this reason, we followed L6fdahl
& Scharmer (1994) and ignored the derivatives with respect to
the filter during the optimization. In any case, we find no sig-
nificant impact on the final result with respect to using Eq. (13).
When optimizing, the calculation requires K X J inverse FFTs for
the computation of the autocorrelation of the generalized pupil
function and additional K x J FFTs for the computation of the
Fourier transform of the PSFs. When using the NMF dictionary,
we removed the need for calculating the autocorrelation and only
K x J FFTs were required.

The Adam optimizer requires tuning the learning rate. After
some experimentation, we find that a learning rate of 0.08 for
the modes produces good results. If the object is also optimized
simultaneously, a smaller learning rate of 0.02 is recommended.
Taking advantage of the parallelization capabilities of PyTorch,
the optimization of many patches can be carried out in parallel.
The loss of all patches is summed up and the optimizer is updated
with the total loss. Since the inferred mode coefficients are not
shared between patches, the optimization is, in practical terms,
independent for each patch. The number of patches to consider
simultaneously is a trade-off between the available memory and
the computational resources. For GPUs with enough memory
and depending on the size of the patches, the reconstruction of a
whole image can be carried out in a single step.

The current version of torchmfbd can easily reconstruct
bursts of images taken at several objects with or without a phase
diversity channel. The current limitation is that the number of
images in the burst has to be the same for all objects. In order to
allow for a different number of images (and other complex con-
figurations), we plan to implement the linear equality constraints
approach of Lofdahl (2002). Several approaches will be explored
for this purpose, each one with advantages and disadvantages.
The first one is the method used in MOMFBD, which is described
in Lofdahl (2002). The second one is based on adding a penalty
term, similar to those described in Sect. 4.2, which enforces the
approximate fulfillment of the constraints. A final approach is
based on the iterative application of proximal projection algo-
rithms (Parikh & Boyd 2013), similar to those considered in
Asensio Ramos & de la Cruz Rodriguez (2015).

5.4. Timing and memory consumption

Although calculations can be performed in CPUs, arguably one
of the most interesting advantages of torchmfbd is the ability to
leverage GPUs to accelerate the calculations. As a consequence,
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Fig. 3. Computing time (solid lines) and memory consumption (dashed
lines) for reconstructing a pair of WB and NB images with 15 frames
in an NVIDIA RTX 4090 GPU as a function of the number of batches.
Patches of different sizes are illustrated with different colors.

a standard desktop or laptop with a powerful GPU is enough to
deal with large datasets. The results of the scaling are shown in
Fig. 3, where we measure the computing time and memory con-
sumption for reconstructing the sunspot data discussed later in
Sect. 6.2. A burst of 15 images with a FoV of 512x512 pixels is
observed simultaneously in a wideband (WB) and narrowband
(NB) channels with CHROMIS. For reconstruction, the images
are divided into patches of size 32x32, 64x64 and 128x128 pix-
els, resulting in a total of 961, 225 and 49 patches, respectively.
Taking advantage of the parallelization capabilities of GPUs,
we carried out the optimization of all patches in batches. Fig-
ure 3 displays the computing time as a function of the number
of batches required to finalize all patches. The fastest comput-
ing times occur when the batch size was tuned so that the whole
FoV was done using 1-4 batches. For instance, when patches of
64x64 pixels were used, the optimal computing time was found
for a batch size of 75 patches. If smaller batches were used (thus
requiring more batches), the parallelization capabilities of GPUs
were not used efficiently and the computing time increased.
In terms of memory consumption, it increased when using a
smaller number of batches (equivalently, larger patches), but a
good compromise was also found in the range of 1-4 batches
per FoV.

Comparing the speed of torchmfbd to that of MOMFBD is
not straightforward, as the codes are designed to run on differ-
ent hardware. We nevertheless made a comparison based on the
CHROMIS dataset above, processed with 32x32-pixel patches.
It took torchmfbd 2 s to process the entire FoV in four batches,
which means that the time for a single batch is about 0.5 s.
This is then also approximately the processing time for a sin-
gle patch if we did not process anything in parallel. The MOMFBD
code runs a “manager” that sends the patches to “slaves” for
processing, and then collects the restored patches and assem-
bles them into the restored full-FoV images. In our case, the
slaves ran with multiple threads on nodes in a cluster in Stock-
holm. The processing times were logged and for these data the
wall clock time for a patch was around 0.5 s. Accounting for
the number of threads and the efficiency, we had on average
3.2 s CPU time per patch. So in this experiment, torchmfbd

telescope:
diameter: 100.0
central_obscuration : 0.0
spider: 0

images:
n_pixel: 64
pix_size: 0.059

apodization_border: 6
remove_gradient_apodization:
objectl:
wavelength: 8542.0
image_filter: scharmer
cutoff: [0.75, 0.80]
object2:
wavelength: 8542.0
image_filter: scharmer
cutoff : [0.75, 0.80]
optimization:
gpu: 0
transform: softplus
softplus_scale: 1.0
lr_obj: 0.02
lr_modes: 0.08
regularization:
iuwtl:
variable: object
lambda: 0.00
nbands: 5

false

psf:
model: k1l
nmax_modes: 44
initialization:
object: contrast
modes_std: 0.0
annealing:
type: linear
start_pct: 0.1
end_pct: 0.6

Listing 1. Example of the YAML (yet another markup language)
configuration file. In this case, two objects (wideband and narrowband
images) observed with CRISP are reconstructed. No regularization is
used.

was more than six times faster for a single patch. Generalizing
this result to larger and more complex datasets, requires assump-
tions about how the algorithms scale on GPUs versus CPUs, as
well as by the Adam optimizer of torchmfbd and the Conjugate
Gradient algorithm used by default by MOMFBD. Both codes can
process patches in parallel, limited by the available hardware. As
demonstrated above, torchmfbd can process multiple patches
in parallel on the same GPU, and it can also use multiple GPUs
for a single patch if required (a full polarimetric line scan with
the SST spectropolarimeters can have a factor of 50 more expo-
sures, twice as many cameras, and use patches that are four times
larger in each dimension). MOMFBD can use multiple instances of
the slave process on each of multiple compute nodes in a clus-
ter or simply a mix of heterogeneous computers reachable on the
internet. Again, a detailed comparison of the performance of the
two codes would require assumptions (or real estimates) for the
cost of computing power in GPUs and CPUs, which is outside
the scope of this paper.

5.5. Configuration and execution

The code was configured using a YAML> human-readable file
that contains all the parameters needed to run the code. An exam-
ple of a configuration file is shown in Listing 1. All parameters
are self-explanatory and, although their description and options

5 https://yaml.org
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import torch

import torchmfbd

# Frames is an array of shape

# (n_scans, n_obj, n_frames, nx, ny)

# Transform into tensor
frames = torch.tensor(frames.astype(’float32’))

# Object to do patches
patchify = torchmfbd.Patchify4D()

# Deconvolution object
dec = torchmfbd.Deconvolution(’kl.yaml’)

# Patchify and add the frames of the two objects
for i in range(2):
patches = patchify.patchify(frames[:, i, :, :, :],
patch_size=64,
stride_size=50)
dec.add_frames (patches,
id_object=i,
id_diversity=0,
diversity=0.0)

# Carry out the deconvolution

dec.deconvolve(infer_object=False,
optimizer="adam’,
simultaneous_sequences=90,
n_iterations=150)

# Extract the deconvolved objects merging the patches
obj = []
for i in range(2):
tmp = patchify.unpatchify(dec.obj[i],
apodization=6,
weight_type=’cosine’,
weight_params=30)
obj.append(tmp.cpu() .numpy ())

Listing 2. Example of a Python script to reconstruct two objects
observed with CRISP.

can be consulted in the documentation®, we briefly describe
them here:

— telescope: contains the diameter, the central obscuration
of the telescope, and the size of the spider. This is used to
define the entrance pupil.

— images: contains the number of pixels of images or patches,
the pixel size in arcsec, and the apodization border in pixels.

— objectl, object2, and others: contains the wavelength of
the object, the Fourier filter used, and the cutoffs of the filter.

— optimization: contains the index of the GPU to use, the
transformation and the scale to use for the optimization of
the object, and the learning rates.

— regularization: contains the regularization techniques to
use and their hyperparameters.

— psf: contains the model of the PSF and the number of modes
to use.

— initialization: contains the type of initialization of the
object and the standard deviation of the modes (only valid if
the object is optimized).

— annealing: contains the type of annealing to use and the
start and end percentages of the annealing.

The reconstruction can be performed by instantiating a
torchmfbd.Deconvolution object, adding the observations
indicating the object and the diversity channel (and the diversity,
currently only defocus), and calling the deconvolve method of
the object. An example is found in Listing 2.

6. Results

We demonstrate the capabilities of torchmfbd with examples
from different telescopes. The properties of the observations are
summarized in Table 1. In this table, D refers to the diameter of

6 https://aasensio.github.io/torchmfbd
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the primary entrance pupil (be it a mirror or lens), and D, the
diameter of a secondary mirror when it casts a shadow on the
primary.

As part of the results, we also discuss the power spectra of
the restored images and compare different methods. The power
spectra are shown together in Fig. 4. Calculating 1D power spec-
tra of 2D images, where the scene continues beyond the FoV, is
in general not as straightforward as averaging over all angles. A
well-known complication is that digital Fourier transforms are
based on an assumption of periodic functions. For regular FFT
this means the FoV is implicitly repeated in all directions. The
resulting discontinuities at the border of the FoV cause power
artifacts along the axes in the Fourier domain. These artifacts
can be reduced by apodization but are difficult to avoid com-
pletely. Our 1D power spectra are therefore averages over 30°
wide sectors along the +45° directions.

Less well-known is the fact that the mosaicking of indepen-
dently restored subfields causes artifacts in the 2D power spectra
at high spatial frequencies in all directions. We therefore inter-
pret the power spectra with caution in the high spatial frequency
regime where the data are not completely signal-dominated.
Notably, the restored IMaX images are an exception as they are
not mosaics; the entire FoV shown in Fig. 5 was deconvolved as
a whole.

The noise power in a multi-frame deconvolved image
decreases with the number of frames. The lower limit of the
vertical axis in our plots is set accordingly.

6.1. IMaX

Our first example is a simple PD image reconstruction using
data from the IMaX instrument (Martinez Pillet et al. 2011) on
board the first flight of the Sunrise balloon-borne observatory
(Barthol et al. 2008; Solanki et al. 2010). IMaX was a Fabry—
Pérot interferometer with polarimetric capabilities that observed
the Fe 1 line at 5250.2 A. The FoV was 46" x 46”, with a
spatial resolution of 0”15-0"18 and a pixel size of 07055 in
two CCDs separated by a polarizing beamsplitter for dual-beam
polarimetry.

The PD algorithm requires at least two images with the
same unknown wavefront phase aberrations, but with additional,
known differences in the aberrations. IMaX collected PD data
intermittently with a 27 mm thick plate of fused silica inserted
in front of one of the CCDs, producing the equivalent of 0.85 cm
displacement along the optical axis or 14 peak-to-peak defo-
cus. The polarimetric data were then deconvolved with the PSF
measured from the PD data nearest in time. This was feasible
as the main sources of aberrations were due to fixed focus-
ing of the cameras (0.5 mm), astigmatism in the etalons, and
slowly evolving mechanical changes in the optics. With Sun-
rise at stratospheric altitude, the telescope was well above the
turbulence in the troposphere.

The focused and defocused frames for one such PD dataset,
with quiet Sun in the FoV, are shown in the upper row of
Fig. 5. The lower left panel shows the reconstruction with
torchmfbd using a KL basis with 44 modes, while the lower
right panel displays the reconstruction from the IMaX data
release (Solanki et al. 2010). Assuming isoplanatic aberrations,
the released reconstruction was made by deconvolving the data
using a PSF based on an average of multiple wavefronts fit with
45 Zernike modes. Those wavefronts are from PD processing of
30 PD image pairs in 10x10 overlapping 128x128-pixel patches
over the full FoV. They used the PD algorithm of Lofdahl &
Scharmer (1994), ported to the Interactive Data Language (IDL)
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Fig. 4. Azimuthally averaged power spectra for relevant observations shown in Sect. 6. The average is only performed for angles in the Fourier
plane with —45 + 15° and 45 + 15°. The vertical line marks the diffraction limit. Note that the power spectrum is computed in the full FoV, so that
some high-frequency artifacts can appear when the FoV is built from mosaicked patches. To avoid showing noise-dominated artifacts, the power
below an estimated noise floor (noise level per frame divided by the number of frames) is not displayed.
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Fig. 5. Results of the reconstruction of IMaX data using single-frame
phase diversity. The upper panels show the focused and defocused
frames. The lower panels display the results from torchmfbd along-
side the reconstructed image of the original data release.

by Bonet & Marquez (2003). Also assuming isoplanatism in the
torchmfbd restoration, the whole FoV was processed in a single
reconstruction.

Visually, the torchmfbd restoration in Fig. 5 is sharper than
the released restoration. This impression is consistent with the

power spectrum in Fig. 4. The torchmfbd image is restored
to almost twice the resolution (0.2 vs. 0.1 pix~!) and also has
slightly greater power in the 0.02-0.1 pix~! range. The noise cut-
off of the released image seems too low, considering where the
noise dominates in the power spectrum of the raw data. Whether
the power difference is due to the choice of basis functions or
under-correction in the released image (because an average of
many similar wavefronts is bound to be lower in RMS than
any one of the wavefronts) is not clear. The RMS contrast of
the released restoration (11.14%) is lower than what is expected
from 3D magneto-hydrodynamical (MHD) simulations of the
solar atmosphere. Scharmer et al. (2010) report 14.8% RMS
granulation contrast in the nearby 538 nm continuum (u = 1).
With negligible turbulence we are not affected by the uncor-
rected high-order modes that reduce the contrast and interfere
with the wavefront fits for data from ground-based telescopes.
High-order polishing (ripple) aberrations are estimated by
Vargas Dominguez (2009) to reduce the contrast by 5% of the
real value, which would give 14.06% for 538 nm, still a bit above
the torchmfbd restored RMS contrast of 13.10%. A possible
explanation is that the ripple not only reduces the contrast but
also interferes with the fitting of a finite number of modes.

6.2. CRISP

Figure 6 shows the reconstruction of two CRISP observations in
the Ca11 8542 A spectral line. In the two CRISP datasets, there
are 12 exposures for each wavelength position and polarization
state. The seeing-induced wavefront aberrations are approxi-
mately frozen with an exposure time of 17 ms. The cadences
of the full spectropolarimetric scans were 20-30 s but for the
restorations shown here, we use only the 12 exposures collected
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Fig. 6. Examples of image reconstructions for data acquired in the Ca 11 8542 A line with CRISP/SST. The first row displays the best frame of
the observations in terms of contrast, both for the wideband (first and third columns) and narrowband channels (second and fourth columns) for
two different FoVs. The second, third, and fourth rows show the reconstructed images using torchmfbd, MOMFBD, and the experimental NMF
parameterization, respectively. Hyperparameters are slightly tuned for each observation. The contrast displayed in each panel is computed over the

entire image.

in 1.2 s of a single NB channel, together with the matching WB
images. The WB images were collected through the CRISP pre-
filter with a 0.83 nm full-width at half-maximum (FWHM) wide
passband covering the core and inner wings of the line but not
the surrounding continuum (Lofdahl et al. 2021). Only one of
the four polarization states cycled during the data collection was
selected. The WB burst is destretched using the frame with the
largest contrast as reference. The inferred optical flow is then
applied to the images of the NB channel.

The first two columns correspond to a 20 x 20” sub-
field of the entire FoV of 55”7 x 55”, showing the active
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region AR12767 on July 27, 2020, located at heliocentric coor-
dinates (—20"”,-416"). These data were briefly described by
Vicente Arévalo et al. (2022). The NB channel of CRISP was
tuned to 65 mA to the red of the core of the line, with a width
of 105 mA FWHM. The seeing was fair, with ry from 9 cm to
almost 16 cm (as measured at 500 nm with the AO wavefront
sensor) during the 20 s scan and ~12 cm when this particu-
lar subset was collected. The rightmost two columns display a
quiet Sun observation at disk center acquired on August 1, 2019,
with a cadence of 31 s. The NB image also corresponds to a dis-
placement of 65 mA to the red of the core of the line. This is
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a subset of the data described and analyzed by Esteban Pozuelo
et al. (2023). The seeing was excellent with ry between 15 and
20 cm throughout the scan.

MOMFBD without PD requires variety in the wavefronts.
We would expect more of this and therefore a better restora-
tion for an entire scan, as the data are regularly processed in the
SSTRED pipeline. There is a trade-off, however, in that the pho-
tosphere has time to evolve during a scan that can last for tens
of seconds and this violates the assumption of a common object
in the WB. Rapid motion in the chromosphere can potentially
challenge this assumption, even in short observations of less
than a second at each NB wavelength tuning point (van Noort
& Rouppe van der Voort 2006).

The upper row of Fig. 6 displays the best frame of the WB
and NB channels, selected as the one with the highest RMS
contrast. The second row shows the WB and NB images, recon-
structed with torchmfbd using the KL basis with 54 modes. The
reconstruction was carried out in a NVIDIA RTX 4090 GPU
with 24 GB of memory. The optimization process takes around
5 s for a FoV of 512x512 pixels using patches of 92x92 pix-
els (or a square of side 574). The number of modes and patch
size are chosen so that they are as close as possible to the stan-
dard setting in the SSTRED data pipeline (Lofdahl et al. 2021).
The patches are extracted every 40 pixels. Given the amount of
data and memory available in the GPU, the reconstruction can be
done in a single step using parallelization. For comparison, the
third row also shows the reconstruction carried out with MOMFBD
using the same number of KL modes. In each column, all images
are shown in the same intensity scale.

The torchmfbd reconstructions are visually similar to those
of MOMFBD, though with slightly higher contrasts. For a more
quantitative comparison, the lower leftmost panel of Fig. 4
displays the WB power spectrum of the quiet Sun observation.

Fig. 7. Reconstruction of HiFI data in the G band, TiO
band, and Ca 11 H. The first column corresponds to
the best frame in the burst. The second column shows
the reconstructed images with torchmfbd, while the
last column displays the Speckle-restored images. The
RMS contrasts given in the upper right corners are
computed in the small windows in the granulation
marked in red.

Assuming the power law part of the power spectrum can be
extrapolated below the noise level of individual frames, it is rea-
sonable to expect the torchmfbd restored power to approach the
diffraction limit, as the noise level decreases with the number
of frames. However, the dataset is small and collected in a very
short time, so there is some chance that we are simply looking at
the mosaicking artifacts at the highest frequencies. The MOMFBD
restoration is by default limited to 90% of the diffraction limit.

The power in the signal-dominated frequencies is slightly
greater with torchmfbd, consistent with the higher contrast. We
did not investigate the reason for the deviation between the two
reconstructions, but it probably is a consequence of the imple-
mentation differences between the two codes that might affect
the convergence of the iterative fitting and the noise filter con-
struction (which is done at the patch size). The main message
here is that torchmfbd appears to work at least as well as the
MOMFBD code.

The bottom row of Fig. 6 displays the results applying the
still experimental spatially variant blind deconvolution using the
NMF dictionary. This FoV can be reconstructed in around 10 s
using the GPU mentioned above. The results are encouraging
and they motivate the necessity of a deeper study of image recon-
struction using NMF, something that we plan to carry out in the
near future. For the purpose of reproducibility, the reader can
find the hyperparameters of the configuration files and the scripts
in the code repository.

6.3. HiFI

An example from GREGOR, using observations from three dif-
ferent filters of the High-resolution Fast Imager (HiFI, Denker
et al. 2023), is shown in Fig. 7. This is an example of
single-object multi-frame blind deconvolution (MFBD). The
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Fig. 8. Examples of image reconstructions for data obtained in the
Ca 11 H line with CHROMIS. The contrasts quoted in the panels were
measured within the red rectangles.

observations of AR13378 were carried out on July 21, 2023.
The single exposure times ranged from 2.5 to 9.0 ms, depend-
ing on the wavelength. Sets of 500 images were acquired with
a cadence of approximately 11 s. The images were then reduced
and calibrated using the sTools pipeline (Kuckein et al. 2017).
During data reduction, only the best 100 images from each set
were selected. Finally, these selected images were processed
using KISIP (Woger & von der Lithe 2008) to generate a single
Speckle-restored image. The torchmfbd reconstructions were
obtained using 135 KL modes, using bursts of 100 images with
patches of size 96 x 96 with a step of 50 pixels for the obser-
vations of the TiO-band, 64 x 64 with a step of 20 pixels for
Ca 11 H and 32 x 32 with a step of 10 pixels for the G-band. These
large overlaps serve to reduce the merging artifacts when recom-
posing the FoV, but they can surely be optimized to reduce the
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computing requirements. The torchmfbd reconstructions are
visually very similar to the Speckle-restored images, though pro-
viding slightly higher granulation contrasts. Both speckle and
MEFBD struggle to reach the expected contrast of 21.5% in the
G-band (Uitenbroek et al. 2007), speckle methods probably
because they are sensitive to the calibration of the AO correc-
tion and MFBD methods because they do not correct for very
high-order modes in the wavefront. More quantitatively, we show
the power spectra on the upper row of Fig. 4, demonstrating that
torchmfbd is able to recover very similar power in all spatial
frequencies when compared with the Speckle restorations. The
reconstructions push the effective resolution of the observations
closer to the diffraction limit, indicated by the vertical line.

6.4. CHROMIS

The last example is CHROMIS data obtained in the Ca1l K
spectral line. These data are part of the same observation as the
active region CRISP dataset described in Sect. 6.2 and share the
same seeing conditions. The whole scan has a cadence of 6 s,
15 frames per wavelength position with an integration time of
12.5 ms. As for the CRISP data, we MOMFBD-processed NB
data for a single tuning, 65 mA from the line core, together with
the simultaneous WB frames at 3950 A. CHROMIS is equipped
with a defocused WB camera, and we processed the data both
with and without the simultaneous PD frames. The 15 exposures
were collected in less than 0.2 s, while ry was ~11 cm.

Given the large FoV observed with CHROMIS, we show in
Fig. 8 the results for a subarea of 20" x 20”. The reconstruction
without PD (second row) provides a slight visual improvement
when compared with the best raw frame (first row). One can-
not expect much improvement with data collected over such a
short time. Better results are obtained when the PD channel is
included (third row). All torchmfbd calculations have been per-
formed with patches of size 128 x 128 pixels with 54 KL modes.
The aim was to reconstruct in conditions as close as possible
to those of the MOMFBD reconstructions (last row), which have
been computed with patches of size 136x136 pixels with 54 KL
modes.

The contrast in the quiet Sun region of the observed FoV
increases monotonically once the reconstruction is performed,
with our torchmfbd results slightly lagging behind those of
MOMFBD. The general appearance of the image and, especially,
some small details appear better resolved (the inner penumbra
in the WB image and some superpenumbral filaments in the
NB image) with MOMFBD than with torchmfbd. The quantitative
comparison is displayed in the central lower panel of Fig. 4. The
power at all frequencies is very similar between both codes when
including PD but the resolution is far below the diffraction limit
due to seeing and the S/N in the very few frames deconvolved.

7. Conclusions

We introduced torchmfbd, a modern, versatile, and fast imple-
mentation of the MOMFBD method. This open-source code is
designed to address the challenges of post-facto image restora-
tion for ground-based astronomical observations. The use of the
PyTorch library allows torchmfbd to serve as a flexible exper-
imentation platform and to take advantage of GPU acceleration,
significantly reducing both development and computation times.

In torchmfbd we implemented most of the MOMFBD algo-
rithm of the MOMFBD code and also introduced a few innovations.
The new features are:
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the spatially variant convolution of Sect. 2.2.2;

the PSF parameterization of Sect. 3.2;

the smoothness regularization of Sect. 4.2.1;

the sparsity regularization of Sect. 4.2.2;

the destretching of input images of Sect. 5.1;

. the GPU acceleration described in Sect. 5.4.

We used some of these for the demonstrations in Sect. 6. A thor-
ough evaluation of how to best combine them must be done
separately for different types of data and is beyond the scope
of this paper. To be implemented soon are the linear equality
constraints and the proximal projection algorithm mentioned in
Sect. 5.3.

OB w1 —

Data availability

torchmfbd is publicly available at https://github.com/
aasensio/torchmfbd, along with comprehensive documen-
tation and examples to facilitate its adoption by researchers.
A modern, flexible, and efficient framework for MOMFBD,
torchmfbd provides researchers with an extensible code for test-
ing and implementing new ideas in the field of image restoration
with methods based on multi-frame blind deconvolution.
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